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1 Introduction

Inference about a parameter θ based on the likelihood function is often based on first

order approximations to standard summary statistics from the likelihood, such as the

likelihood ratio statistic or the standardized maximum likelihood estimate.

For more accurate inference refinements are needed to both improve the first order

approximation of the distribution of the relevant statistic, and to properly take account

of nuisance parameters, in the multi-parameter setting. A great many examples are

available that illustrate the failure of first-order methods in models with large numbers

of nuisance parameters, and there is a similar wealth of examples illustrating the accu-

racy of so-called higher order approximations. Recent book-length treatments include

Barndorff-Nielsen and Cox (1994), Severini (2000) and Brazzale et al. (2007).

In this note we consider the role of an approximating exponential family model,

and in particular its canonical parameter, in obtaining higher order approximations.

Connections are made between the approximations due to Barndorff-Nielsen (1986),

Skovgaard (1996), Severini (1998) and Fraser et al. (1999a), and these connections are

used to suggest a new method for computation of higher order approximations.
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2 Canonical parameters

One way to establish the validity of the r∗ approximations in the previous section, devel-

oped in Fraser et al. (1999a) and Fraser and Reid (1995), is to replace the model f(y; θ)

by the so-called tangent exponential model (Fraser:1991?) This model is an exponential

family model, which coincides with the original model at the observed data point, and

thus has the same log-likelihood function as the original model. It also has the same

first derivative in the sample space at the observed data point, and thus incorporates

the directional derivative needed to compute q, i.e. it incorporates conditioning on an

approximately ancillary statistic using the tangent directions V mentioned above. The

approximate pivot q in (4) can be computed from the pair {ϕ(θ), ℓ(θ)}, where ϕ(θ) is

the canonical parameter of the tangent exponential model. It is defined as

ϕ(θ) = ℓ;V (θ; y). (1)

Expression (4) can thus be written

qFR =
|ϕθ(θ̂ψ)|[ϕ−1

θ (θ̂ψ){ϕ(θ̂) − ϕ(θ̂ψ)}]ψ

|ϕθ(θ̂)|

|j(θ̂)|1/2

|jλλ(θ̂ψ)|1/2
, (2)

where ϕθ(·) denotes the derivative of ϕ with respect to θ. Note that ϕ also depends on

the observed data point, and this dependence is suppressed in the notation.

The vectors V are derived in Fraser et al. (1999a) using a local location model, and

are defined as

V = −

(

∂z

∂y

)

−1(

∂z

∂θ

)

∣

∣

∣

∣

∣

θ=θ̂

=
dy

dθ

∣

∣

∣

∣

θ=θ̂

, (3)

where z = z(y, θ) is a pivotal statistic, which could, in the case of independent observa-

tions, be simply the vector of quantile functions F−1
i (yi; θ), and the second expression is

to be interpreted as the derivative of y for fixed pivotal z. In the R program of Davison

(Brazzale et al. (2007)) that implements (4); the user specifies the log-likelihood function

ℓ(θ) and the vector array V , and ϕ and its derivatives are computed numerically.

Instead of deriving ϕ by differentiating the log-likelihood function, suppose we instead

differentiate the expected value of the log-likelihood function. Let

I(θ0; θ) = Eθ0{ℓ(θ; y)} =

∫

ℓ(θ; y)f(y; θ0)dy. (4)
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The function I(θ0; θ) is related to the Kullback-Liebler distance: KL(θ; θ0) = I(θ0; θ0)−

I(θ0; θ). We define a new version of ϕ, say ϕ̃, using the function I(θ̂; θ) instead of ℓ(θ; y);

ϕ̃(θ) =
d

dθ0
I(θ0; θ)

∣

∣

∣

∣

θ0=θ̂

(5)

and proceed to compute q using (9), with ϕ replaced by ϕ̃. By averaging over y we avoid

specification of an ancillary statistic or ancillary directions V . The resulting expression

for q is identical to that obtained using the approximations (5) and (6) proposed by

Skovgaard (1996). The expressions i−1(θ̂)j(θ̂) in (5) and (6) cancel from the ratio, so

we can write Skovgaard’s version of q as

qSK =
[ϕ̃−1
θ (θ̂ψ){ϕ̃(θ̂) − ϕ̃(θ̂ψ)}]ψ

|ϕ̃θ(θ̂)|

|j(θ̂)|1/2

|jλλ(θ̂ψ)|1/2
. (6)

In replacing ϕ(θ) by ϕ̃(θ), we are replacing differentiation of ℓ(θ; y) on the sample

space with differentiation of Eθ̂{ℓ(θ; y)} on the parameter space. Averaging over the

distribution of y eliminates dependence on the approximate ancillary, and this effect

decreases the accuracy of the approximation from O(n−3/2) to O(n−1). A proof based

on Taylor series expansions is outlined in the next Section, although we note that Skov-

gaard (1996) gave a proof based on projections, and Severini (2000, Ch. 6) presented an

approach similar to this one. [[needs work]]

3 Tail area approximations

We assume a model f(y; θ) for the sample (y1, . . . , yn), where θ ∈ Rd, and θ = (ψ, λ)

is typically partitioned into a parameter of interest ψ ∈ Rd1 and a nuisance parameter

λ ∈ Rd0 . The log-likelihood function is ℓ(θ; y) = log f(y; θ) with observed information

function j(θ) = −∂2ℓ(θ; y)/∂θ∂θ′ and maximum likelihood estimate θ̂ assumed to be the

solution of the score equation ∂ℓ(θ; y)/∂θ = 0.

If f(y; θ) is an exponential family model, then there is a d-dimensional function

of y that provides fully informative inference for θ, and this function is equivalent to

the maximum likelihood estimator θ̂. In general, however, an exactly or approximately

ancillary statistic is needed to construct the conditional density of y given the ancillary.
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When θ or ψ is a scalar, the most directly useful approximation for inference is

the approximate p-value function given by Φ(r∗), where Φ(·) is the standard normal

distribution function, and r∗ = r∗(θ; y) or r∗ = r∗(ψ; y) is an approximately pivotal

quantity. This function gives p-values for assessing any value of θ or ψ based on the

data y, and hence confidence limits at any level of confidence. Thus in the literature on

higher order approximations attention has been focussed on obtaining formulas for r∗,

which take the form

r∗ = r +
1

r
log
(q

r

)

or r∗ = Φ−1

{

Φ(r) + φ(r)

(

1

r
−

1

q

)}

, (7)

where

r = ±[2{ℓ(θ̂) − ℓ(θ̂ψ)}]1/2 (8)

and θ̂ψ = (ψ, λ̂ψ) is the constrained maximum likelihood estimator, and λ̂ψ is assumed

to be the solution of ∂ℓ(θ)/∂λ = 0. If θ is a scalar then r = ±[2{ℓ(θ̂) − ℓ(θ)}]1/2. The

approximate pivot r = r(ψ; y) is usually called the likelihood root, and to first order,

i.e. with relative error O(n−1/2), follows a standard normal distribution, conditionally

and unconditionally. The nuisance parameter λ is accommodated in this pivotal by the

simple expedient of maximization.

The refinements needed for higher order approximation, conditioning on an approx-

imate ancillary, and adjusting for nuisance parameters, are both incorporated in the

approximate pivot q, which is more difficult to obtain and define. The original defini-

tion of Barndorff-Nielsen (1986) assumed that the log-likelihood function ℓ(θ; y) could

be expressed as ℓ(θ; θ̂, a), i.e. that there is available an expression for (θ̂, a) in terms of

y, where a is an exact or approximate ancillary statistic, and defined

qBN =
|ℓ

;θ̂(θ̂; θ̂, a) − ℓ
;θ̂(θ̂ψ; θ̂, a) ℓλ;θ̂(θ̂ψ)|

|ℓθ;θ̂(θ̂; θ̂, a)|

|j(θ̂)|1/2

|jλλ(θ̂ψ)|1/2
, (9)

where jλλ(θ) is the submatrix of the observed Fisher information function corresponding

to the nuisance parameter components λ. In (3) the notation ℓ
;θ̂(·; θ̂, a) indicates the

partial derivative of the log-likelihood function on the sample space. Combining (3) with

(2) ensures that the standard normal approximation to r∗ has relative error O(n−3/2).
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Fraser and Reid (1995) showed that transformation from y to (θ̂, a) could be avoided

by constructing a set of vectors V tangent to an approximate ancillary statistic, and

described how to construct these tangents using a local location model approximation.

This gives the expression

qFR =
|ℓ;V (θ̂; y) − ℓ;V (θ̂ψ; y) ℓλ;V (θ̂ψ)|

|ℓθ;V (θ̂; y)|

|j(θ̂)|1/2

|jλλ(θ̂ψ)|1/2
, (10)

where ℓ;V (θ; y) =
∑n

i=1
ℓ;yi(θ, y)Vi. The resulting r∗ approximation is also accurate to

O(n−3/2), and coincides with the version using (3) if the vectors V are tangent to the

ancillary used in (3); see Fraser et al. (1999a).

Skovgaard (1996) showed that the two sample space derivatives in (3), ℓ
;θ̂(·) and

ℓθ;θ̂(·) could be approximated by functions that do not require specification of the an-

cillary statistic a or its tangent vectors V , and that the resulting r∗ approximation has

relative error O(n−1), for moderate deviations, and O(n−1/2) for large deviations. The

approximations used are:

ℓ
;θ̂(θ̂; θ̂, a) − ℓ

;θ̂(θ̂ψ; θ̂, a)
.
= i−1(θ̂)j(θ̂)covθ̂[ℓθ(θ̂), {ℓ(θ̂) − ℓ(θ̂ψ)}] (11)

ℓθ;θ̂(θ̂ψ)
.
= i−1(θ̂)j(θ̂)covθ̂{ℓθ(θ̂), ℓθ(θ̂ψ)} (12)

where the covariance terms are evaluated before the first argument of ℓ(·; ·) is replaced:

for example in (5),

covθ0 [ℓθ(θ0; y), {ℓ(θ0; y) − ℓ(θ1; y)}]|θ0=θ̂,θ1=θ̂ψ
.

This leads to

qSK = ... (13)

Severini (1999) proposed using empirical estimates of the covariances in (5) and

(6), although numerical work presented in Severini (2000, Ch. 6) indicates that this is

numerically rather unstable.

Following Skovgaard (1996) (3) can be further simplified by noting that the denom-

inator is equal to |j(θ̂)|, and the determinant in the numerator can be expressed as

|ℓθ;θ̂(θ̂ψ)|[ℓ−1

θ;θ̂
(θ̂ψ){ℓ

;θ̂(θ̂; θ̂, a) − ℓ
;θ̂(θ̂ψ; θ̂, a)}]ψ,
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where the notation aψ means the component of the d × 1 vector corresponding to the

parameter of interest. A similar simplification applies to the numerator of (4); the

denominator of (4) will equal j(θ̂) only for special choices of the ancillary statistic.

[?correct?]

4 Examples

Example: Exponential hyperbola (also done in Severini but with typos)

Suppose (y1i, y2i), i = 1, . . . , n follow independent exponential distributions with

means 1/θ and θ, respectively. The pivotal functions for computing V using (10) are

z1i = y1iθ and z2i = y2i/θ, giving

V = θ̂−1(−y11, . . . ,−y1n, y21, . . . , y2n)
′

and

ϕ(θ) =
n

θ̂
(θȳ1 −

1

θ
ȳ2) = naθ

(

1

θ̂2
−

1

θ2

)

,

where θ̂ = (ȳ1./ȳ2.)
1/2, a = (ȳ1.ȳ2.)

1/2; in this case a is exactly ancillary.

The information function I(θ0; θ) = −nθ/θ0 − nθ0/θ, leading to

ϕ̃(θ) = nθ

(

1

θ̂2
−

1

θ2

)

;

since ϕ(θ) and ϕ̃(θ) differ only by a scalar multiple (9) or (13) give the same expression

for q.

Note that using Skovgaard’s original expressions, the numerator and denominator of

(13) would contain the scalar multiple a, which simply cancels.

Example: Normal correlation coefficient

Suppose now that (y1i, y2i) are follow a bivariate normal distribution with means

0, variances 1, and covariance θ. This example was used in Reid (2003) and Reid

(2005) to illustrate the construction of several approximate ancillary statistics. Here

we will compare the canonical parameters derived using ancillary directions V with the

version based on expected log-likelihood. The first method uses the pivotal statistics
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z1i = (y1i + y2i)
2/{2(1 + θ)} and z2i = (y1i − y2i)

2/{2(1 − θ)}, leading to

Vi =

(

y1i − θ̂y2i

1 − θ̂2
,
y2i − θ̂y1i

1 − θ̂2

)

and

ϕ(θ) = ℓ;V (θ) =
n{θ(s− θ̂t) − (t− θ̂s)}

(1 − θ)2(1 − θ̂2)
,

where t =
∑

(y2
1i + y2

2i)/(2n) and s =
∑

(y1iy2i)/n. Using (11) to define ϕ̃(θ) gives

ϕ̃(θ) =
θ

1 − θ2
.

[This is an example where the two ϕs are different]

Example: Nonlinear normal theory regression

We assume that we have n independent observations with yi = xi(β) + σǫi, where

xi(β) is a known nonlinear function of a d-dimensional parameter β and some known

covariates, and ǫi follows a standard normal distribution. The canonical parameter ϕ(θ)

computed using (8) is Fraser et al. (1999b)

ϕ′(θ) =
1

σ2

∑

{yi − xi(β)}{ǫ̂i, Xi(β̂)}

where ǫ̂i = {yi − xi(β̂)}/σ̂ is the standardized residual, and Xi(β) = ∂xi(β)/∂β ′ is a

vector of length d. The canonical parameter obtained using (12) is

ϕ̃′(θ) =
1

σ2
[σ̂,
∑

{xi(β̂) − xi(β)}Xi(β̂)}].

To compare them more directly note that the first component of ϕ(θ) is equal to

n

σ2
[σ̂ +

∑

{yi − xi(β̂)}{xi(β̂) − xi(β)}] ≃ nσ̂/σ2

after replacing xi(β̂)−xi(β) by the first term of its Taylor series expansion, Xi(β̂)(β̂−β).

The d-vector that makes up the second component of ϕ is

1

σ2
{
∑

yiXi(β̂) −
∑

xi(β)Xi(β̂)}

so that ϕ(θ) and ϕ̃(θ) are affinely equivalent, exactly for the β components, and approx-

imately (second order?) for the σ component.
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More detailed formulas of for nonlinear regression are given in Brazzale et al. (2007,

Ch. 8), and the R package nlreg implements both the Skovgaard and the Fraser-Reid

versions of q.

[should probably note here that can’t use ’ahat’ in Severini style’

Example: normal and non-normal linear regression

mixed linear models [Lyons and Peters, Sig’s thesis]

Getting I(θ0; θ) numerically, say in mixed linear models setting, by ’bootstrapping’

the likelihood function.

What else can we use the ’information ϕ for? Multiparameter, as in Skovgaard 2001?

Directional? Discrete, as in Davison Fraser Reid?

Make link to robustness?
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