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From the desk of Prof. Malay Ghosh 
A Bayesian 21ST Century:  There was a time, spanning for 
several decades in the 20th century when Bayesianism was not at 
all popular and Bayesians were looked down upon by most 
statisticians. The usual criticism was that Bayesians were able to 
produce some standard posteriors based on some simple 
likelihoods accompanied with conjugate priors. In those days, 
most statisticians were influenced by the writings of Fisher, 
Neyman, Pearson and their descendants, in spite of some 
convincing arguments by De Finetti, Jeffreys, Savage and Lindley 
in favour of the Bayesian paradigm. Starting in the fifties and 
continuing vigorously until possibly the eighties, there was also a 
clear mark of Abraham Wald, Charles Stein, Larry Brown and 
their followers in the area of statistical decision theory.  Bayesian 
tools were used there to prove results on admissibility, minimaxity 
and other related topics, but Bayesianism was never accepted as a 
principle by these authors. A common joke was that in most 
statistics departments, Bayes rules were admissible, but Bayesians 
were not. 

Bayesian methods started gaining popularity since early 
nineties, and this popularity is growing ever since. The main 
reason was the quick and ready implementability of Bayesian 
methods, thanks to the landmark paper of Gelfand and Smith on 
Gibbs sampling. This was only the beginning, and there followed 
a very rapid development including the famous Markov chain 
Monte Carlo (MCMC) and various other fast computational 
algorithms. These new techniques were embraced not only by 
statisticians, but also by the larger scientific community. Indeed, 
now with the advent of big data, it is much more convenient to 
apply Bayesian methods rather than some ad hoc frequentist 
methods relying mostly on asymptotics. 

But now there is a new challenge, not just for Bayesians, but 
for the statistics community in general. The need for analysing
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high dimensional data is felt in nearly every 
branch of science, and we Bayesians need to 
face this challenge as much as the frequentists. 
Let us take a simple example. In microarray 
data analysis, quite often the number of genes 
far outnumbers the number of observations. In 
finding out a handful of significant genes 
attributable to a particular disease, statisticians 
need to find new techniques for analysing 
sparse data. The classical linear regression will 
fail without introduction of any regularization 
parameters. Classical statisticians often take 
recourse to Lasso and many of its variations, 
but Bayesians have multiple other options in 
addition to several versions of Bayesian Lasso. 

In summary, with the advent of big data, 
Bayesians can offer a lot to many scientific 
disciplines. It is now high time to take the 
challenge, and come up with new Bayesian 
methods for handling the ever increasing 
complex data structures. Let us all work very 
hard, and success is bound to happen. I am real 
optimistic that very soon we will be able to 
fulfill Lindley’s dream of a Bayesian 21st 
Century. 

Punardarshanaya cha. 

Malay Ghosh 

A Letter from our mentor 
Professor J.K. Ghosh 

 

 
 
 
 
 
 

 

As I write my usual letter from here in the 
U.S., I realize it must be raining heavily all over 
India. While rains are generally a blessing, too 
much of anything is often counterproductive. 
Hope the monsoon has been good this year but 
not overly so. 

There is a lovely book on the monsoon, 
written by an Englishman. Very appropriately 
it is called Chasing the Monsoon. Ever since I 
read the book, I’ve wanted to be in Kerala 
when the monsoon bursts on the Kerala 
landscape with all the glory of the rainy 
season, celebrated not only by Kalidasa and 
Tagore but almost any Indian who calls 
himself or herself a poet. 

I miss many things in India. The dark 
clouds of the monsoon followed by the rains, 
is one of them.  

Over here in our part of the U.S., we do 
have rains, quite a lot of it with all the 
thunders and occasional storms that we have 
in Calcutta. But we don’t wait for them with 
the same eagerness as in Calcutta, which 
alternates between an unbearable humidity 
and heavy rains. 

How I miss the rains, though I no longer 
even try to write poetry!  But in my scale of 
values the poets beat everyone else. And 
among poets, Kalidasa and Tagore, the two 
greatest poets of India continue to overwhelm 
me. 

I remember too the direction of the wind. 
It comes from the east, reminding me not only 
of Indian rains but the I.S.I (Indian Statistical 
Institute), specially the fourth floor. It was 
here that we relaxed with toy problems and 
real problems of Statistics as well as enjoy 
unbroken green splendor of the whole 
landscape being drenched in the rain. 

These are lovely memories. But a good 
monsoon is probably the single most 
important thing for all Indians. It helps the 
crops, provides water for man, animals and 
Nature and keeps us Indians alive and happy. 
May the East wind bring back good memories 
to you? 

Punardarshanaya cha. 

 J.K. Ghosh 

This letter was written by Prof. Ghosh to all 
Indian Bayesians at least 4 months ago. We 
decided to share this with all of you though we 
understand it should have come to you earlier. 
We are sure you will always find something 
interesting from the messages of Prof. Ghosh. 



 

 
 

3  

A Theory of Inference Based 
Upon a Measure of Statistical 

Evidence 
 

Professor Michael Evans 
Department of Statistical Sciences 

University of Toronto, Canada 
 
As anyone who has more than a modest 
background in statistics knows, there is a great 
deal of controversy in the subject. This has 
persisted for many years and typically the 
debates are over the same issues. Some take the 
point of view that these differences are minor 
foundational issues that can be largely ignored. 
The basis for this attitude seems to be twofold. 

First, and perhaps foremost, statistical 
reasoning is a necessary component of much of 
scientific work and, as such, the use of 
statistical methodology will persist irrespective 
of the outcome of any debate over foundational 
issues. This certainly seems reasonable as a 
practicing statistician has to practice and can't 
wait the seemingly interminable amount of time 
necessary for resolutions of basic problems. It is 
worth noting, however, that while this attitude 
seems defensible, it in no way justifies giving 
up a search for solutions to foundational issues, 
especially when it is clear that there can be 
profound implications for statistical practice 
depending on the outcome of such 
investigations. 

A second justification for this attitude seems 
less defensible and, in my view, is completely 
wrong. This is based on a kind of despair 
because the debates have raged for so long there 
is little hope of any resolution so let us just 
accept all approaches as being reasonable and 
justifiable. Of course, this is not at all helpful 
when, as sometimes occurs, different 
approaches lead to quite different conclusions. 
Moreover, this point of view undermines the 
stature of statistics as a subject. This is 
particularly relevant when we consider that 

statistics is supposed to be providing 
prescriptive rules for reasoning in contexts 
characterized by statistical uncertainty. If 
these prescriptions aren't clear and logical, 
how can it be claimed that conclusions based 
on statistical arguments are correct? The 
italicizing of "statistical" will be explained 
shortly. 

It is my view that determining the 
appropriate approach to statistical reasoning 
is the central problem of our field and it will 
remain so until it is resolved. So what does 
resolution mean? Simply put, most 
statisticians will have to come to a basic 
agreement about what the gold standard is for 
statistical reasoning. The phrase gold standard 
is emphasized because the intention here is 
not to say that every statistical analysis has to 
obtain this level to be worthy of 
consideration, but it is something that must be 
our goal in any practical application. As an 
example, consider the process of data 
collection. It is well understood what the gold 
standard is, namely, random selection from 
relevant populations but, for a variety of 
reasons, this is often not possible. Even in 
contexts such as observational studies, 
however, we view the results of statistical 
analyses as meaningful concerning questions 
of interest, but at the same time the failure to 
obtain the gold standard leads to caution in 
interpreting the results. In short, there are 
levels of statistical evidence, depending both 
on data collection and analysis, and our goal 
must be to strive for the highest possible 
level. 

A recently published book, Evans (2015), 
outlines my attempt to define the gold 
standard for statistical analyses. Throughout 
the remainder of this essay I will discuss 
some of the salient features of that approach. 

Perhaps the first step in any such 
development is to be clear about what we 
mean by a statistical problem. Is it any 
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situation where we are uncertain about the 
answer to some question and where we have 
data that seems pertinent to the context? For me 
this is too vague and I want a much clearer 
prescription. So the book starts with what I call 
the archetypal statistical problem. For this there 
is a finite population Ω and a measurement 

:X   defined on it. This leads to the 
distribution 풇푿(풙) = #{흎: 푿(흎) = 풙}/#(훀), 
namely, the proportion of elements in the 
population with their measurement equal to 푥 
for each 푥 ∈ 휒. Furthermore, knowing 푓  is the 
object of the statistical investigation. So once 푓  
is known all statistical questions are answered. 

Of course, this is a very simple context and, 
as discussed in the text, can be substantially 
generalized in various ways. But certain 
characteristics should be noted and accounted 
for when generalizing, otherwise problems 
arise. First there is a finite population. Are there 
infinite populations? I don't know, but I suspect 
not and in any case infinities are not necessary 
for statistics. Supposedly Einstein said “Two 
things are infinite: the universe and human 
stupidity; and I am not sure about the universe.” 
That seems too harsh on humanity, but it does 
demonstrate that there is no need to 
automatically accept the existence of infinite 
sets as a given. It is also to be noted that data 
arise via some measurement process, a fact 
rarely noted in statistics texts. The immediate 
implication here is that measurements are 
always taken to a finite accuracy and they are 
bounded. This, together with the finiteness of 
Ω, implies that the set of all possible candidates 
{푓 :휃 ∈ Θ} for the true 푓  is finite. So in 
essence all statistical models are finite. In fact, 
there are several reasons to base a theory of 
statistics on everything finite as all statistical 
concepts can be defined in terms of basic 
counting and many so-called counterexamples 
are thus eliminated. 

So what is the role of all the statistical 
models in use that are based on infinities and 

continuity. Simply put these are convenient 
approximations to a finite reality. Provided 
their role as approximations is remembered, it 
seems fine to make use of such objects as 
they can simplify the analysis immensely 
with, hopefully, little loss of relevancy. This 
is different, however, than thinking of these 
infinite contexts as being true. For example, 
with everything finite it is possible to 
establish the existence and consistency of the 
MLE of 휃 under i.i.d. sampling. Of course, 
infinity shows up but as a limit and it is 
reasonable to interpret infinity here as 
meaning that we have taken a large sample 
and the limit is just expressing an 
approximation. Consider, however, the 
examples where the MLE is known to be 
inconsistent. Of course, these counter-
examples must be based on models 
containing infinities. The lesson from such 
examples for me is that we have to be careful 
when using such models and discretize 
appropriately to avoid problems, not that 
there is something fundamentally wrong with 
the MLE as an estimate and another approach 
is needed. 

After establishing what the essential 
statistical contexts are, the next step is to 
determine what ingredients are necessary for 
a statistical analysis. Virtually all approaches 
start with a statistical model {푓 : 휃 ∈ Θ} 
which is typically some subset of the set of all 
possible candidates for 푓 . Moreover, 
{푓 :휃 ∈ Θ} will typically contain infinities so 
it is to be thought of as an approximation.  
For example, {푓 :휃 ∈ Θ} could be the set of 
all normal distributions with unknown mean 
and variance. This is a choice by the 
statistical analyst and typically not dictated by 
any feature of the application at hand, 
although it may be considered as more 
reasonable than some other possible choices. 
So the model is subjective. Perhaps this is the 
word that has caused the most controversy in 
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statistics. Bayesians argue for the virtues of 
subjectivity because it allows them to specify a 
full set of ingredients, and in particular choose a 
prior on 휃, that leads directly to answers. The 
coherency arguments of de Finetti are also 
commonly referred to as a justification for 
Bayesian methodology. Frequentists, who cite 
the necessity of objectivity in scientific 
applications, don't seem at all disturbed by the 
failure of the theory to produce unambiguous 
answers to a wide variety of problems, and 
conveniently ignore the subjectivity entailed in 
the choice of the model. 

So who is right? It seems that objectivity is 
the gold standard in scientific investigations. On 
the other hand, attaining pure objectivity in 
practice is an unattainable goal. Also, simply 
citing objectivity as the goal ignores the 
obvious fact that some statistical analyses will 
be better than others because one analyst 
employed better judgement than another. So 
perhaps it is better to simply acknowledge the 
fact that subjectivity is a part of all statistical 
investigations and furthermore, that this is both 
a good and a bad thing. It is good because we 
can use our good judgement in making choices 
but it is also bad because those choices are 
analyst dependent and perhaps strongly 
influence the conclusions. 

There is, however, a partial answer to this 
dilemma. It is only partial because it can never 
be said that the choices made are correct. In 
fact, it is not even clear that this is a sensible 
thing to worry about. Rather, choices are made 
so that an analysis can proceed and, as Box 
said, “all models are wrong, but some are 
useful” so concern about absolute correctness 
seems somewhat artificial. The answer lies with 
what is the only possible truly objective aspect 
of a statistical investigation, namely, the data. 
At least the data can be considered as objective 
if it is collected correctly and, as part of our 
gold standard, this is assumed hereafter. The 
model can then be checked against the data to 

see if the data could have plausibly come 
from any of the candidates in {푓 :휃 ∈ Θ}. 
This is model checking and if the model fails 
another choice has to be made. It has to be 
noted, however, that a logical methodology 
prescribing how to proceed when model 
failure is encountered, has yet to be fully 
determined. Note that the model passing its 
check does not mean that it is correct only not 
wrong in a way that would be highly 
influential to subsequent inferences about  휃. 
In any case, once the model passes, it is 
logical to proceed as if it is correct. 

If the model passes its checks, it then 
makes sense to check if the chosen prior is 
reasonable. This is called checking for prior-
data conflict and essentially it is answering 
the question as to whether or not the true 
value of 휃  (recall the model is now assumed 
correct) lies in the tails of the prior. If there is 
an indication that it does, and the prior has a 
big influence on the inferences, then the prior 
must be changed. A logical approach to 
checking the prior and modifying the prior 
when a problem arises can be found in Evans 
and Moshonov (2006), Evans and Jang (2011) 
and Evans (2015). It is also worth noting that 
recent results, see Al-Labadi and Evans 
(2015), indicate that Bayesian inferences 
cannot be robust to the choice of the prior 
whenever a prior-data conflict exists. 

Checking the model and checking the prior 
are instances of a more general principle that 
seems necessary to us in any scientific 
application, that is, an application where 
objectivity plays a paramount role. In Evans 
(2015) this is referred to as the principle of 
empirical criticism and it states that any 
ingredient chosen for a statistical analysis 
must be checkable against the data to ensure 
that it makes sense. Otherwise, the analysis 
will depend on something that is inherently 
subjective and thus lead to doubts about the 
inferences drawn. Note that this would seem 
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to exclude the use of loss functions in statistical 
analyses. Generally loss functions are chosen as 
devices to generate solutions, are not dictated 
by the application and they are not checkable 
against the data. For example, quadratic loss 
seems to be commonly used simply because the 
mathematics is much simpler than when using 
the equally worthy absolute error loss or 
something else. That seems like a poor 
justification to me. 

Actually, it turns out that a loss function is 
not necessary for a valid statistical analysis. 
After all what is the role of a statistical 
analysis? Is it to record a decision as in 
accept/reject a hypothesis or the provision of an 
estimate. For us this is not the primary role of 
statistics. For underlying all of statistics is the 
belief that the collected data contains evidence 
concerning answers to questions about the 
application at hand. For example, does a certain 
characteristic 휓 = Ψ(휃) equal the specific 
value 휓  or what is the value of 휓 that is best 
supported by the evidence? To answer 
questions like this a definition is required of 
how to measure evidence. Developing such a 
definition is the primary aim of Evans (2015) 
and for this, after considering a number of 
candidates, the relative belief ratio 푅퐵 (휓|푥) 
namely, the ratio of the posterior probability of 
휓 to the prior probability of 휓, was selected. 
Note that 푅퐵 (휓 |푥) > 1 means that the data 
have lead to an increase in belief that 휓  is the 
true value, and so there is evidence in favour of 
휓  being true, 푅퐵 (휓 |푥) < 1  means that the 
data have lead to a decrease in belief that 휓  is 
the true value, and so there is evidence against 
휓  being true, and 푅퐵 (휓 |푥) = 1  means that 
there is no evidence one way or the other. This 
is based on a simple principle of evidence that 
says that an increase in probability means 
evidence for and a decrease means evidence 
against. Using a posterior probability as a 
measure of evidence is not appropriate as is 
seen by considering extreme cases where the 

posterior probability is large or small simply 
because the prior probability is large or small, 
respectively. A valid measure of evidence is 
based upon the change in belief that it 
produces and not on belief itself. Also, when 
using 푅퐵 (휓|푥) as the measure of evidence, 
it is clear that the logical estimate of 휓 is the 
value which maximizes 푅퐵 (휓|푥).  It is 
worth noting that this is the MLE when the 
object of interest is Ψ(휃) = 휃, but it is 
different otherwise.  

There is yet another aspect of evidence, 
however, that is commonly ignored. In 
particular, we don't want to know just what 
the evidence is, for example, for the 
hypothesis that 휓 equals 휓  being true. It also 
required that the strength of the evidence be 
measured. In other words, is there weak, 
moderate or strong evidence in favor of or 
against 휓 ? It is tempting to use the size of 
푅퐵 (휓 |푥) for this purpose but simple 
examples, as in the Jeffreys-Lindley paradox, 
show the inadequacies of such an approach. 
In essence 푅퐵 (휓 |푥) must be calibrated and 
it is questionable as to whether or not there is 
a universal scale for this purpose. In fact, it is 
our view that there isn't such a scale but 
푅퐵 (휓 |푥) can be calibrated against the 
other possible values of 푅퐵 (휓|푥). One way 
to do this is via the strength 

Π(푅퐵 (휓|푥)  ≤ 푅퐵 (휓 |푥)|푥),         (1) 

the posterior probability that the true value of 
휓 has a relative belief ratio no greater than 
the hypothesized value.  In other words, this 
is measuring the belief that there is not more 
evidence for the true value than for the 
hypothesized value. When 푅퐵 (휓 |푥) < 1 
and (1) is small, there is strong evidence 
against 휓  while, when 푅퐵 (휓 |푥) > 1  and 
(1) is big, there is strong evidence in favor of 
휓 . Note that it is not valid to interpret (1) as 
a p-value as when Π(푅퐵 (휓|푥)  ≤
푅퐵 (휓 |푥)|푥) is small and 푅퐵 (휓 |푥) > 1, 
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then there is weak evidence in favor of 휓 .  
Measuring the strength of the evidence in this 
way is a unique feature of relative belief theory 
and, as discussed in Evans (2015), it is 
intimately connected with measuring the 
accuracy of a relative belief estimate by the size 
of a credible region. Both are measuring the 
reliability of the inferences. 

There is much more to relative belief 
theory and additional aspects are discussed in 
Evans (2015). For example, the approach 
possesses many optimality properties in the 
family of all Bayesian inferences. Also, given 
that we have a measure of evidence, the bias in 
our inferences can be measured a priori and 
controlled by design. For example, would you 
believe in an inference of evidence in favor of a 
hypothesis if it could be shown that there was a 
large prior probability of obtaining such 
evidence when the hypothesis was meaningfully 
false? This together with methodology for 
checking models and priors goes a long way to 
answering concerns about subjectivity in 
statistical analyses. It is time to develop a more 
sophisticated attitude to the issue of subjectivity 
in statistics. Let's move past meaningless 
debates, acknowledge the inherent subjectivity 
in what we do and develop tools to deal with it 
as logically as possible. 

Perhaps the most important aspect of the 
theory of  relative  belief  is  that it proceeds by  

 
 
 

 
 
 
 

 
 
 
 

 
 

providing an unambiguous measure of 
statistical evidence. For me this is a necessary 
ingredient of any valid theory of inference. It 
is worth noting too that basing a theory of 
inference on a measure of evidence does not 
imply that one is forced to make decisions 
that are in accordance with the evidence. 
Decisions can be taken that contradict the 
evidence for very good reasons based on non-
statistical criteria. But at least we should 
know when and why this is the case and that 
necessitates a theory of inference based on the 
evidence alone. 
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